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Abstract
Background  In May 2022, mpox (formerly monkeypox) spread to non-endemic countries rapidly. Human judgment 
is a forecasting approach that has been sparsely evaluated during the beginning of an outbreak.

Methods  We collected—between May 19, 2022 and July 31, 2022—1275 forecasts from 442 individuals of six 
questions about the mpox outbreak where ground truth data are now available. Individual human judgment forecasts 
and an equally weighted ensemble were evaluated, as well as compared to a random walk, autoregressive, and 
doubling time model.

Results  We found (1) individual human judgment forecasts underestimated outbreak size, (2) the ensemble 
forecast median moved closer to the ground truth over time but uncertainty around the median did not appreciably 
decrease, and (3) compared to computational models, for 2–8 week ahead forecasts, the human judgment ensemble 
outperformed all three models when using median absolute error and weighted interval score; for one week ahead 
forecasts a random walk outperformed human judgment.

Conclusions  We propose two possible explanations: at the time a forecast was submitted, the mode was correlated 
with the most recent (and smaller) observation that would eventually determine ground truth. Several forecasts 
were solicited on a logarithmic scale which may have caused humans to generate forecasts with unintended, large 
uncertainty intervals. To aide in outbreak preparedness, platforms that solicit human judgment forecasts may wish to 
assess whether specifying a forecast on logarithmic scale matches an individual’s intended forecast, support human 
judgment by finding cues that are typically used to build forecasts, and, to improve performance, tailor their platform 
to allow forecasters to assign zero probability to events.
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​Background
An outbreak of mpox (formerly monkeypox) was 
detected in early May 2022, and on July 23, 2022, the 
World Health Organization declared this outbreak a Pub-
lic Health Emergency of International Concern (PHEIC)  
[1–9]. To date, there have been 87k cases of human mpox 
reported by at least 110 countries in association with this 
outbreak   [10, 11]. Transmission has occurred most fre-
quently between men who have sex with men (MSM); 
however, cases are not restricted to this population  [12–
14]. Historically, forecasts of public health metrics of 
interest—including reported incident cases, deaths, and 
hospitalizations—have been used to support decision 
making during outbreaks  [15–19]. Agencies such as the 
Centers for Disease Control and Prevention (CDC) have 
routinely hosted forecasting challenges, where they elicit 
forecasts of public health metrics from research groups 
during outbreaks of communicable diseases   [15, 20–
22]. These agencies have invested considerable time and 
resources to host platforms such as the Epidemic Predic-
tion Initiative  [23] that are designed to collect and com-
municate probabilistic forecasts of infectious diseases 
such as seasonal influenza, dengue, neuroinvasive West-
Nile Virus disease, Zika virus disease, and COVID-19   
[20, 21, 24, 25]. Computational models typically train on 
existing surveillance data and other external data sources 
that are hypothesized to be correlated with the forecast-
ing target of interest  [26–37]. Models may also leverage 
interventions or behavioral adaptations that could influ-
ence future disease dynamics   [38–40]. Computational 
models may be either statistical (i.e., leveraging associa-
tions between a set of variables and epidemiological out-
comes), mechanistic (i.e., encoding domain knowledge 
on the known causal linkages between population and 
disease spread dynamics), or a hybrid of both approaches  
[41–45]. Past work has shown that statistical and mecha-
nistic models are able to incorporate a diverse range of 
data sources external to standard health surveillance 
systems to produce more accurate forecasts. For exam-
ple, these models have included Google searches for 
symptoms associated with disease or social media posts 
related to a disease, genomics data, human mobility data, 
and meteorological data    [26–29, 46–48]. Furthermore, 
mechanistic models in particular have had past success 
in describing how the trajectory of an infectious agent 
may change after choosing one of many potential inter-
ventions   [30–34]. Because mechanistic models assume 
a set of rules for how an infection spreads throughout a 
population, these models can also be useful for interpret-
ing surveillance data and testing potential public health 
interventions  [34–37].

In contrast to statistical and mechanistic forecasts, 
human judgment forecasts collect and combine predic-
tive densities from a set of individuals  [49–55]. Humans 

may decide to submit a prediction that was produced 
by a computational model, from their intuition, or both. 
Past work using human judgment to forecast infectious 
diseases has shown that human judgment forecasts can 
perform similarly or at times better compared to com-
putational models   [49–52], can often predict a broader 
class of targets than computational models   [9, 56], can 
add data that complements traditional surveillance data 
(i.e. case counts)   [55, 57], and may perform better than 
computational models when data on a pathogen is sparse  
[53, 54, 58, 59].

Within two weeks of the first reported case of mpox 
in London, six questions—created by the authors of this 
study—were posted to a community of more than 15,000 
registered forecasters on a public prediction platform, 
Metaculus   [60]. During the study period, from May 19, 
2022 to July, 31, 2022, the goal of these six questions 
was to understand the potential intensity and burden of 
mpox. These questions were: (i) what will be the total 
number of confirmed and suspected monkeypox cases in 
Europe as of July 1, 2022?, (ii) what will be the total num-
ber of confirmed and suspected monkeypox cases in the 
United States as of July 1, 2022?, (iii) what will be the total 
number of confirmed and suspected monkeypox cases in 
Canada as of July 1, 2022? (iv) how many countries will 
confirm at least one case of monkeypox by July 31, 2022?, 
(v) how many states in the United States will report hav-
ing a case of monkeypox as of July 1, 2022?, and (vi) will 
the World Health Organization declare the spread of 
monkeypox a Public Health Emergency of International 
Concern before 2023? We received a total of 1275 proba-
bilistic predictions (including initial forecasts and subse-
quent updates) from 442 individual forecasters.

Here, we evaluate the performance of a human judge-
ment ensemble (HJE) of the 2022 mpox outbreak, as well 
as the individual human judgment forecasts that com-
prised the ensemble. We show that the majority of indi-
viduals underestimated the size of the outbreak and that, 
though the median prediction was accurate, the level 
of uncertainty remained the same or did not apprecia-
bly decrease as the time between when the forecast was 
generated and the ground truth (for example the total 
number of cases for a country) decreased. We propose 
two potential mechanisms for these observations: (1) for 
each question, the most recent observation from the data 
source that would determine the final ground truth was 
associated with a given individual’s mode prediction and 
(2) forecasts were solicited on a logarithmic scale, which 
may have led to unexpectedly large prediction intervals.

Methods
Collecting crowdsourced predictions
From May 19, 2022 to July 31, 2022, we collected 1275 
individual estimates of six questions posed on the 
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Metaculus platform from 442 users. More than 52 
unique forecasters answered each question at least one 
time. Importantly, users of Metaculus were permitted 
to submit a prediction to one or more questions related 
to mpox and are able to submit multiple predictions 
over the time that the questions are open. Users are not 
required to submit a prediction for all questions and can 
choose which they want to forecast. Forecasters were not 
explicitly recruited for the study. They were either exist-
ing or new users on the Metaculus platform, all of whom 
have agreed to the terms and conditions outlined by 
Metaculus (https:/​/www.me​taculus​.com​/terms-of-use/). 
Members of the Metaculus team advertised mpox ques-
tions on their mailing list, which is sent to all Metacu-
lus users, and on Twitter. We also sent personal emails 
to those who were considered experts in the modeling of 
infectious diseases, asking if they would volunteer their 
time and submit predictions. It is possible that experts 
offered predictions but did not voluntarily identify them-
selves. Only one such individual identified themselves as 
submitting predictions. Note, not all questions had the 
same data collection period. For questions that asked 
for a forecast on July 1, 2022, the data collection period 
was from May 19, 2022 to July 1, 2022. For questions 
that asked for a forecast on July 31, 2022 the collection 
period was from May 19, 2022 to July 31, 2022. A lon-
ger time horizon (July 31) was set for the question that 
asked about the total number of countries that will report 
at least one mpox case. This longer horizon allowed for 
the time lag between when a mpox case was encountered 
and reported in a global database.

The format for how a human submits a forecast on 
Metaculus can be found in the supplement under the 
header ‘Forecast submission’ (Supplementary Figure S1). 
Humans were able to submit a forecast at any time before 
the date on which the ground truth would be resolved, 
and they were allowed to revise their original forecast 
as many times as they wished. Notably, some questions 
solicited forecasts on a logarithmic scale while other 
questions were solicited on natural scale (see Supplemen-
tary Table  S1).

Surveillance data
Surveillance data was used to train computational mod-
els that served as control against human judgment fore-
casts. Surveillance data is defined as any data source 
that (1)  updates over time and (2)  contains the ground 
truth that answers a forecasting task. Surveillance data 
was used as ground truth for all the questions posed on 
Metaculus. For this work, we found surveillance data that 
reported over time the number of total cases of mpox; 
and number countries/states with at least one positive 
mpox case. Data sources used to define the ground truth 
were at a weekly temporal scale and were collected from 

the Centers for Disease Control and Prevention, Global 
Health   [61] and the European Centre for Disease Con-
trol and Prevention   [62]. Supplementary Table  S1 pro-
vides information about surveillance data sources used to 
train models.

Computational models
We compared our human judgment ensemble fore-
casts to (i) a random walk model (constant trend), (ii) an 
autoretrogressive model (linear trend), and (iii) a dou-
bling-time model (simple exponential growth). These 
three simple computational models were chosen as a 
baseline to compare against the ensemble of human judg-
ments. These models are not an attempt to rigorously 
predict the mpox outcomes that were posed to human 
forecasters. Instead, these three models represent three 
potential schema for how humans may produce predic-
tions: (1) the random walk supposes a constant trend 
from the last observed data point and the uncertainty 
grows with the time between this last observation and 
the target, thus representing a scenario where a human 
cannot justify an increasing or decreasing trend; (2) 
the autoretrogressive model allows for an increasing/
decreasing trend that is linear, acknowledging that linear 
predictions are often used to characterize human predic-
tions   [63]; and (3) the doubling-time allows for expo-
nential increases/decreases in trend. Notably, past work 
has shown that humans poorly understand exponential 
growth and thus is the least likely model employed by 
humans in this experiment  [64–66].

Computational models were trained retrospectively, 
and did not train on data that may have been revised as 
the mpox outbreak was ongoing. All the models consid-
ered are time series models and so treated the observed 
data as a time series. Models were trained every week 
from the start of data collection up until 1–8 weeks before 
the date of ground truth. For example, if the ground truth 
was evaluated at week T  then we cut training data for all 
computational models at T − 1, T − 2 weeks etc.

All three models were fit with a No-U-Turn Sampler 
(i.e. Hamiltonian MCMC) using Numpyro  [67]. For each 
model, we requested 4,000 warm-up samples and 10,000 
draws from a single chain.

For this analysis, note that the question that asked 
whether the WHO would declare a Public Health Emer-
gency of International Concern (PHEIC) is not included. 
This is because there is no clear mapping from the three 
computational models to a declaration of PHEIC.

Our random walk model assumes that our time series 
of interest follows a Gaussian random walk 

	
σ2 ∼ Gamma(1, 1); Yt =

t∑
t=0

N (0, σ2)

https://www.metaculus.com/terms-of-use/
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more formal evaluation metric. Given a forecast (F ) as a 
probability density function, the median absolute error 
is the median of F  minus ground truth. An individual 
forecaster’s bias (b) is defined as their median prediction 
(m) minus the ground truth (g), or b = m − g. By com-
puting the bias for all individual forecasters, we can then 
compute sample statistics from this population of biases. 
Because the ground truth for all six targets is positive, a 
negative b indicates a prediction that is smaller than the 
ground truth and vice-versa.

The WIS takes as input a select number of quantiles 
from a forecast  (F ) and the truth y and then returns a 
number from zero to infinity. We chose to evaluate quan-
tiles from the 1st percentile up to the 99th percentile in 
increments of 1%. Smaller values of WIS indicate better 
performance, whereas larger WIS values indicate weaker 
performance. The WIS is an absolute score that depends 
on the magnitude of the target and so WIS scores can-
not be compared across targets. We used the scoringUtils 
package in R to compute WIS  [71]. To aid in the inter-
pretation of WIS values, and to scale weighted interval 
scores for different targets in a unified way, they have 
been rescaled as relative WIS. We define the relative WIS 
as the weighted interval score for one forecast divided 
by the weighted interval score for the random walk pre-
sented above—a model that assumes no trend—for the 
same target at the same time horizon.

Forecaster rationales and interpretation
Forecasters on the Metaculus platform had the option to 
attach to their forecasts a text-based rationale or com-
ment. All text data is available online (See Table  S1 for 
links to questions). Text data was evaluated and inter-
preted based on the author’s content-area expertise. 
The goal was to identify a small set of themes—concepts 
that were frequently discussed in the comments—from 
forecasters. There was no formal qualitative analysis 
conducted.

Results
Summary
Our results may be summarized into seven broad find-
ings, each of which are further delineated below. We find 
that (1) as forecast horizon shrinks, human judgment 
predictions intervals do not show evidence of shrink-
ing and that the human judgment ensemble (HJE) often 
assigns positive probability to implausible values; (2) 
individual forecasters tended to predict values that were 
smaller than the ground truth; the HJE had (3a) an MAE 
and WIS that was better than a random walk (RW), 
autoregressive (AR), and doubling time model (DT) at 
forecast horizons of two weeks or greater, and 3b) WIS 
that was worse than a RW model at a one week ahead 
horizon; (4)  well-performing forecasts may be in part 

where N (0, σ2) is a normally distributed random vari-
able with expected value 0, variance σ2. Given training 
data up until time T − X , a forecast at time T  was gener-
ated as 

	
YT = yT −X +

X∑
t=1

N (0, σ2)

were yT −X  is the last observed value in the training data.
Our autoregressive model (AR) assumes that our out-

come of interest yt is drawn from a sequence of random 
variables Yt that follow 

	

β ∼ Gamma(1, 1); σ2 ∼ Gamma(1, 1);
Yt|yt−1 ∼ N (βyt−1, σ2)

The random walk and autoregressive model are standard 
techniques for producing a forecast and further informa-
tion can be found in many references [68].

Our doubling-time model assumes that our target 
y1, y2, · · · , yT  follows 

	
α ∼ Gamma(1, 1); β ∼ Gamma(1, 1)
t0 ∼ Uniform(T0, T1); σ2 ∼ Gamma(1, 1); Yt ∼ N (α2β(t−t0), σ2)

where α, β, t0, and σ2 are parameters. This model 
assumes that the expected number of cases doubles every 
1
β  time steps and never decreases. Though the choice of a 
Normal distribution assigns probability to values outside 
the total number of countries and/or cases, this non-zero 
probability is small. Doubling-time models are standard 
in population dynamics literature and further informa-
tion can be found in many references [69].

Forecast evaluation
Timeline
We chose to evaluate one through eight week-ahead fore-
casts generated by either an ensemble human judgment 
model, individual human, or computational model. All 
questions asked for ground truth values on either July 1, 
2022 or July 31, 2022. (Supp. Table S1) The ground truth 
was a single value on a given date, called the resolution 
date, that was collected from pre-specified credible data 
sources (See links to questions for information on ground 
truth data sources in Supp.  Table  S1). In addition, see 
visual timeline at Suppl. Fig. S4

Trend and performance
Trend and performance of forecasts were assessed using 
the median absolute error (MAE) and weighted interval 
score (WIS [70]). The MAE is presented to emphasize the 
trend in forecasts while WIS, which includes MAE, is a 
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due to the skew and large uncertainty introduced when 
soliciting forecasts on a logarithmic scale; (5)  the mode 
of individual human judgment forecasts was associated 
with the last observed value of the time series to be pre-
dicted; (6)  six major themes were present in text com-
ments submitted by forecasters with the most frequent 
theme being ‘Taking cues from epidemiology and sur-
veillance’; and (7)  forecasters tended to make forecasts 
within two weeks of when a question was posed and con-
tinually revised their forecasts over time.

Temporal trends in human judgement predictions
For continuous targets, the median HJE prediction 
moved closer to the truth as the resolution date was 
approached, but the 80% prediction interval for HJE did 
not show evidence of decreasing at the same rate as the 
resolution date was approached. (Fig. 1).

For the binary question regarding the PHEIC, the 
median and the 80% prediction interval were not appre-
ciably changed as the resolution date was approached. 
The median [80% prediction interval] at three, two, and 
one weeks before the PHEIC declaration equalled 0.39 
[0.15, 0.70], 0.39 [0.15, 0.67], and 0.40 [0.15, 0.70], respec-
tively (Fig. 1  bottom right).

The observed time series for continuous targets fol-
lowed a non-negative trend over time. This is because 
the questions posed asked for predictions of cumulative 
targets, i.e., cumulative number of mpox cases, countries 
with an mpox case, etc. The HJE assigned probability to 

values well below the most recently reported true value 
at three, two, and one week ahead (see Supp. Fig. S2). For 
example, at one week before the ground truth, the HJE 
10th percentile (lower bound for a 90% prediction inter-
val) for the question ‘What will be the total number of 
confirmed and suspected monkeypox cases in Canada 
as of July 1, 2022?’ was equal to 38 despite the number 
of true cases at that time point equaling 260. The assign-
ment of positive probably far below the reported true 
number of cases at the time of forecasting likely rules out 
issues with lag or revisions to the observed time series of 
cases.

Under prediction of outbreak
The bias (defined above in Methods using the MAE) is 
negative for all targets at all forecast horizons before the 
ground truth is determined and moves closer to zero as 
the forecast horizon shrinks (Fig. 2). We observed a posi-
tive bias for only one target for two-day ahead forecasts. 
For predictions of the total number of cases that would 
be reported in Canada by July 01, 2022, the bias was neg-
ative until June 24th, 2022, close to zero between June 
24th, 2022 and June 29th, 2022, and positive from June 
29th, 2022 until the ground truth was observed.

An alternative way to characterize this bias is to com-
pute the proportion of individual forecasts with a median 
prediction above the observed ground truth (See Supple-
mentary Fig. S3).

Fig. 1  Human judgment ensemble forecasts for one week ahead and up to eight weeks ahead for six questions where the truth was collected. The 
dashed, black vertical is when the ground truth was determined. The one week ahead forecast is closest the dashed line, the two week ahead is second 
closest, etc. Black circles mark the observed values at one through eight weeks ahead. The 10th predictive quantile for human judgment is the bottom of 
the line, the 90th quantile is the top of the line, and the median (50th quantile) is presented as a circle
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Comparison of trend and performance between human 
judgment and computational models
HJE had improved (i.e.  smaller) MAE and improved 
(i.e.  smaller) WIS compared to a random walk (RW), 
auto-retrogressive (AR), and doubling-time (DT) model 
for forecast horizons of 2–8 weeks (Fig. 3). For one week 
ahead forecasts, the MAE and WIS was better than AR 
and DT models but worse than the RW model.

Forecasts solicited on a logarithmic scale tended to 
perform better in terms of WIS than forecasts solicited 
on natural scale (Fig. 4A and Table 1). The difference in 
WIS performance between forecasts solicited on loga-
rithmic vs natural scale was most pronounced at 2 and 
3 week ahead horizons.

When forecasting on a natural scale, human judg-
ment forecasts naturally sharpen though not necessarily 
over the ground truth (Fig. 4B and C). When solicited 

Fig. 3  The (A) median absolute error (MAE) and (B) weighted interval score (WIS) for the auto-regressive model (AR), doubling time, and human judg-
ment ensemble (HJE) relative to the random walk. MAE/WIS are plotted for each individual question and summarized with a boxplot. A horizontal line in 
black is plotted at the value 1 (i.e. A forecast that performs equally to a forecast generated from the random walk model)

 

Fig. 2  Individual median predictions (gray lines) of continuous targets from three weeks to one hour before the ground truth in intervals of one hour, 
and the average (opaque blue line) plus 95% confidence interval (lighter blue shading) for the median prediction. The ground truth is a solid black line
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on logarithmic scale, forecasts do not sharpen over the 
ground truth but the long tail includes ground truth (Fig. 
4D and E). The (possibly unintended) skew introduced 
by soliciting forecasts on a logarithmic scale may have 
improved WIS scores.

Forecasts on logarithmic scale create immoderate skew
Soliciting forecasts on a logarithmic scale tended to 
right skew individual human judgment predictive densi-
ties (Fig. 5). Forecasts generated on the logarithmic scale 
likely appear reasonable to the human eye (Fig. 5A); how-
ever, transforming this density back to the natural scale 
highlights the right-skew introduced (Fig. 5B and C). The 
skew—presented as the median divided by the mode for 
an individual human judgment forecast—on a logarith-
mic scale increased as forecast horizon increased. This 
is because humans tended to submit forecasts that are 
more uncertain at larger forecast horizons. There is min-
imal skew for forecasts solicited on a natural scale, and 
this skew does not tend to change with increased forecast 
horizon.

The mode (value with largest density value) of the pre-
dictive density for individuals was associated with the 
most recently observed value of the target at the time 
an individual produced a forecast (Fig. 6). This associa-
tion was present for 1–3 week ahead forecasts, 4–6 week 
ahead forecasts, and 7–8 week ahead forecasts (see Table 
2).

Themes present in the community that forecasted mpox
We identified six potential themes from the comments 
associated with mpox forecasting targets: (1) Taking cues 
from external data (excluding surveillance data of the tar-
get itself ) and news; (2)  introducing code or algorithms 
for how to produce a forecast; (3) signaling data updates 
to the crowd; (4)  confusion about the target or ground 
truth; (5) introspection about past forecasts; and (6) tak-
ing cues from epidemiology or surveillance.

The most frequent (N = 6 comments) theme present in 
comments was discussion that linked to mpox epidemiol-
ogy, such as symptoms exhibited by patients; the process 
by which the WHO declares a public health emergency 
of international concern; and how testing practices may 
impact how cases are reported (Table 3 and see questions 
QID = 10977, QID = 10979 with urls in Supplementary 
Table  S1).

Similarly, humans used cues from external datasets (not 
the surveillance reports that would eventually contain the 
ground truth) and the news cycle to generate forecasts. 
Humans submitted URLs to news articles that they felt 
were related to the target of interest and included python 

Table 1  Linear regression fit to WIS (dependent variable), 
whether the forecast was solicited on a logarithmic (vs natural) 
scale, and forecast horizon. We present estimated coefficients (β̂), 
95% confidence intervals (95 CI), and associated pvalues (p)
Parameter β̂ 95 CI p

Intercept 0.42 [−0.07,0.77] 0.02

Log scale (vs Nat scale) −0.21 [ −0.48,0.08] 0.15

Forecast horizon −0.16 [−0.24,-0.08] 0.01

Fig. 4  (A) Relative WIS between the human judgment ensemble (HJE) and a random walk (RW) over forecast horizons of 1–8 weeks and stratified by 
forecasts solicited on a logarithmic (green) or natural (blue) scale. Values less than 0 indicate human judgment ensemble forecasts performed better and 
values greater than 0 indicate the random walk model performed better. (B-D) Predictive densities for the human judgment ensemble (orange) and ran-
dom walk (blue) at 5 week (B and D) and 2 week (C and E) forecast horizons for the number of countries to report at least one mpox case (natural scale) 
and number of reported cases in Canada (logarithmic scale)
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code to aide others in keeping track of targets over time 
(N = 5; see QID = 10975, 11039, 10977, 10978).

It is important to note a frequent comment was related 
to confusion about how to define the ground truth and 
the final value of the ground truth (N = 4; QIDs = 10975, 
10978, 10979, 10981).

Frequency and timing of forecasts
Forecasters most often submitted their first forecast two 
weeks after the six considered questions were posted on 
Metaculus, submitted most revisions within one week of 
their first forecast, and submitted their last forecast one 
week after their first forecast (Fig. 7A.-C). An exception is 
the question that asked individuals to forecast the num-
ber of European countries that would report one or more 
cases of mpox. Similar to other questions, forecasters 

Fig. 6  The observed value of the target quantity at the time of prediction (horizonal axis) vs the mode of individual human judgment forecasts (vertical 
axis) stratified by target and by forecast horizon. Red line denotes the final ground truth. Black line is the identity line

 

Fig. 5  A forecast for the number of mpox cases in Canada generated by a randomly selected single human 5 weeks before the ground truth: (A) on the 
logorithmic scale which was used by the Metaculus platform to capture forecasts, (B) on the transformed natural scale for values smaller than 1000 cases, 
and (C) the forecast on the natural scale over all possible values solicited on the platform. (D) the mode/median (a measure of skew) for individual human 
judgment forecasts at forecast horizons 1–8, stratified by questions that solicited forecasts on a logarithmic scale (green) and on natural scale (blue)
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submitted their first forecast within two weeks; however, 
the median time at which forecasters submitted their last 
forecast for this question was eight weeks after the ques-
tion was first posted, or approximately six weeks after 
their first forecast (Fig. 7C). The mean number of revi-
sions across all questions was 3.58(95CI : [0, 16.45])

Discussion
Crowdsourced human judgments can produce rapid, 
moderately accurate forecasts up to eight weeks ahead 
of an emerging outbreak. The mechanics of how humans 
build forecasts varies. We suppose that it is likely humans 
generated their forecasts by extracting cues: from the 
surveillance system used to evaluate the ground truth, 
news cycle, and from one another. In particular, this 
crowd was likely anchored to recent surveillance obser-
vations. We hypothesize that the way in which forecasts 
were solicited has a large impact on the forecasts that 
were submitted   [72–74], and, though soliciting fore-
casts on a logarithmic scale resulted in better WIS than 
the three computational models, this solicitation method 
may not be representative of an individual’s intended 
forecast.

In particular, we would like to highlight several 
expected and unexpected properties of the human judg-
ment ensemble forecasts presented for the six considered 
questions.

We expected, and observed, that as the resolution date 
was approached the difference between the median pre-
diction and ground truth would decrease (Fig. 1). This is 
in line with the intuition that more data (via a longer time 
series) and less randomness (shorter time interval for 
forecast) will produce a more accurate prediction. Com-
ments submitted by individuals support the claim that 
they continued to monitor surveillance reports about 
the time series that they were forecasting and collecting 
data about this time series as time passed (Table 3). For 
example, forecasters commented “The total number of 
confirmed + suspected monkeypox cases in Europe on 
July 1st 2022 at 12pm EST as per this spreadsheet is 5762 
cases. I have the HTML and a csv of the cases if any-
one comes to a different number.” and “As of June 28, 27 
states (not counting DC) have reported at least one case 
of monkeypox according to the U.S. CDC”. In addition, 
the association between the most recently observed value 
and the mode for individual predictive densities is also 
supportive of a more accurate forecast as the resolution 
date was approached (Fig. 6).

We also expected individuals to, on average, under-
estimate the size of the outbreak (Fig. 2). This outbreak 
was largely driven by novel transmission pathways, and is 
to date several orders of magnitude larger than the larg-
est prior outbreak of mpox  [75]. Similarly, in past work, 
experts routinely underestimated the number of cases 
reported during the COVID-19 pandemic in 2020  [56].

We expected the individual human judgment forecasts 
and the human judgment ensemble to assign probabilities 
to near-impossible events (See lower bound of prediction 
interval in Fig. 1). In past work, subject matter experts, 
those with experience forecasting, and laymen have often 
assigned positive probabilities to near-impossible events   

Table 2  Spearman’s correlation and associated pvalue to assess 
the association between the mode of individual forecasts and 
the most recently observed value at the time of the forecast
Question/Target Spearmens rho p
Number of Cases Canada

1–3 weeks ahead 0.72 < 0.01
4–6 weeks ahead 0.43 < 0.01
Number of US states

1–3 weeks ahead 0.53 < 0.01
4–6 weeks ahead −0.23 0.20

Number of US cases

1–3 weeks ahead 0.73 < 0.01
4–6 weeks ahead 0.40 < 0.01
Number of Europe cases

1–3 weeks ahead 0.76 < 0.01
4–6 weeks ahead 0.34 < 0.01
Number of European countires

1–3 weeks ahead 0.41 < 0.01
4–6 weeks ahead 0.29 < 0.01
7–8 weeks ahead 0.27 < 0.01

Table 3  The most common themes among comments 
submitted by forecasters
Frequency Theme Example
5 Taking cues 

from external 
data and news

BNO: NEW: Washington state reports 
1st case of monkeypox

2 Introducing 
code or algo-
rithms for how 
to produce a 
forecast

Since this value [total number of re-
ported suspected+confirmed cases on 
July 1, 2022 at 12pm EST according to 
this spreadsheet that is being actively 
updated by Global.health] changes 
throughout the day, I am including 
some code now, so that come 12 pm 
EST, another person can verify the # of 
confirmed + suspected cases in Europe.

5 Signaling to 
the crowd data 
updates

Based on the spreadsheet, 45 countries 
with suspected+confirmed cases so far.

4 Confusion 
about the tar-
get or ground 
truth

Good Morning. Is 82 the correct resolu-
tion? Thanks

2 Introspection 
about past 
forecast

Just as post-mortem now that the 
question is resolved, I want to say that 
I still stand behind [sic] my reasoning[ 
… ]

6 Taking cues 
from epide-
miology or 
surveillance

Interesting context on the vote taken 
by the WHO committee in which they 
did not recommend declaration of a 
PHEIC:
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[54, 56, 58]. Comments from one individual forecaster of 
mpox highlighted this issue, commenting “If my count is 
right, it’s looking like 70 at the moment. About 35% of the 
community weight is on impossible numbers.”. We note 
that when submitting a forecast to Metaculus, individuals 
are not able to define the support (i.e. the interval where 
there exists a non-zero probability) for their forecast, nor 
are they able to assign probability zero to any intervals. 
This means that even if a forecaster knows that a given 
interval has a probability of zero the platform doesn’t 
allow them to assign a zero. To characterize the mecha-
nism by which humans assign positive probabilities to 
impossible events, we suggest a study that conducts key 
informant interviews with forecasters who do or do not 
assign probability to near-impossible events. For exam-
ple, one mechanism could be that individuals may have 
expected the most recent value for an mpox target could 
be revised to be smaller than the currently reported 
value. Even more, we recommend studying the difference 
in forecast performance between two platforms: one that 
does not allow the assignment of zero probability and 
one that does allow this type of assignment.

We did not expect that the uncertainty around these 
forecasts would be similar or not appreciably decrease 
as the resolution date was approached. We posit that 
the most likely mechanism by which these intervals 
remained large was soliciting forecasts on a logarithmic 
scale (Fig. 5). Forecasts solicited on a natural scale tended 
to become more focused around a single value, but 

forecasts solicited on a logarithmic scale tended to look 
exponential as the resolution date was approached (Fig. 
4). We cannot determine whether the humans for this 
forecasting challenge were susceptible to misunderstand-
ing the difference between their forecast on a logarith-
mic vs. natural scale. A rigorous, randomized design that 
posed the same questions on both logarithmic and natu-
ral scales could provide evidence for this line of inquiry. 
However, past work indicates that humans have a poor 
understanding of exponentials and logarithms   [64–66]. 
That said, the large uncertainty produced by logarithmic 
solicitation ‘saved’ forecasts by shifting probability den-
sity from small values (where the ground truth was not) 
to much larger values (where the ground truth was). This 
is illustrated in Fig. 4 panels D and E, comparing the ran-
dom walk to human judgment ensemble forecast. How-
ever, this positive gain in performance may have come at 
the cost of misrepresenting the true forecast that individ-
ual’s intended to produce.

A major limitation to this work was the small number 
of targets that we could evaluate. We expect future work 
to evaluate human judgment forecasts of the trajectory of 
an infectious agent on a larger set of targets. We are also 
limited by not surveying forecasters about the process 
that they used to generate their forecasts. Because we 
did not survey participants, we can only speculate about 
the cues that they relied on from submitted comments 
and try to infer mechanisms from collected forecasts. In 
addition, modeling efforts could be better refined so as 

Fig. 7  Empirical cumulative density function (ecdf ) of (A) the number of days from when a question was posed to the crowd to when an individual 
submitted their first forecast, (B) when an individual submitted any forecast, including revisions, and (C) when an individual submitted their last forecast. 
Below the ecdfs are corresponding medians (colored circles), 25th percentiles (left side of bars) and 75th percentiles (right side of bars). Black circles rep-
resent the number of days from when the question was posed to when the question was closed for submission
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to produce a probabilistic estimate of a PHEIC. Setting 
a series of thresholds for specific global targets could be 
one approach that is worth investigating in future work. 
Reporting differences between countries also presents an 
important limitation that should be noted  [76]. In addi-
tion, forecasters were recruited for this study based on 
their self-interest in studying and then forecasting mpox. 
This could create potential biases based on skill level, 
expertise in the field, etc. that are important to note. 
Note, there are several different methods for measuring 
forecast performance in addition to the median absolute 
error and weighted interval score. In particular, we bring 
to the reader’s attention alternative methods for comput-
ing forecast performance on a logarithmic scale and add 
this here as a potential limitation to this work  [77].

Conclusions
Nevertheless, the forecasts we analyze here involve pre-
dictions for a novel outbreak, and a number of the issues 
raised in this work are related to past issues raised in 
human judgment forecasting of other novel outbreaks   
[56]. Beyond these well-accepted issues, we also bring 
attention to general issues with humans’ misperceptions 
of logarithms, which require further investigation within 
the setting of human judgment modeling  [64–66]. More-
over, we highlight technical challenges that human judg-
ment platforms should aim to overcome. One concrete 
recommendation is to allow individuals to first propose 
the interval where they will assign a positive probability 
before specifying a functional form over this interval. 
This technical change, which would need to be developed 
for the current platform, could guard against humans 
assigning probability to unlikely values and improve fore-
cast performance.

We feel human judgment has the potential to play a 
role in supporting public health efforts during an out-
break such as mpox, but only after intense efforts to 
address issues like the ones raised in this work.
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