
Lecture 22: C++ part VII

Suggested Literature



RECAP: l-value references

In C, args passed by value. 

Without pointers, where the 
address of a variable is 

passed by value, there is no 
way in C that function 
arguments can modify 

variables defined in main()



In C++, arguments can be 
passed by l-value reference

 References are not pointers

No need for *x dereference 
operator (like in pointers)

Cannot change the address the 
function argument references 

RECAP: l-value references



RECAP: C++ Lambdas

Lambdas can “capture” 
existing objects in their scope 

(value or reference)

Capture by value makes the 
variable read-only

You can override this behavior 
with the mutable keyword

https://stackoverflow.com/a/27715105/2472169
https://stackoverflow.com/a/27715105/2472169
https://stackoverflow.com/a/27715105/2472169
https://stackoverflow.com/a/27715105/2472169


More (C++14/20/26)
Advanced Lambda 

Functions



Lambda suffixes

We learned last class 
that the keyword 

mutable can be used to 
allow variables captured 
by value to be modified 

inside the lambda



Lambda suffixes
Other suffixes. 

static can be used 
when you promise 
the compiler that 

there are no 
captures.

Can be converted to 
a C function pointer



Lambda suffixes
Error on the first pf if you add a capture

Error on the second pf if you add a capture



Template Lambda
We learned that 

functions can have 
Types as arguments 

(these are templates).

How to create a generic 
lambda?

Part I (C++14)



Template Lambda

We learned that 
functions can have 
Types as arguments 

(these are templates).

How to create a 
generic lambda?

Part II (C++20)



Template Lambda
Classic template 

shines when you want 
to use a generic 
container as an 

argument in a lambda

Part II (C++20)

It takes time to master 
templates



Strings



C++ offers 
more powerful 

string 
manipulation 

compared to C 
(via STL or 

Boost Library)

C++  Strings



Diff. between .at() 
member function 
and operator[] is 
safety. The former 

checks if of 
bounds and throws 
an exception if not

C++  Strings



Many string 
STL member 

functions 
(.something()) 
that alter the 
content of a 

string.

C++  Strings



Boost Library is a bit 
more complete. 

E.g., uppercase or 
lowercase the entire 

string instead of doing 
char by char (STL)

Issue w/ boost. Install 
is not trivial/portable

C++  Strings



Boost Library offers 
good string 

functionality

boost/algorithm/string

C++  Strings

https://www.boost.org/doc/libs/1_62_0/doc/html/string_algo/usage.html


Casting Strings into bool / 
Numbers



STL offers functions 
to cast strings to 

numbers and vice 
versa.

boost::lexical_cast 
because it provides a 

unified API

The problem is that it 
throws exceptions

C++  Strings

to_string is part of the STL

https://www.boost.org/doc/libs/1_44_0/libs/conversion/lexical_cast.htm
https://www.boost.org/doc/libs/1_44_0/libs/conversion/lexical_cast.htm
https://stackoverflow.com/a/23582634/2472169
https://stackoverflow.com/a/23582634/2472169


General conversion to bool 
via string comparison. 

Difference between 
boost::iequals and STL 
string.compare (or ==)?

boost::iequals is case 
insensitive! 

C++  Strings

C++ has a proper bool type



Modern C++ standard 
provides new ways to cast 

strings to numbers (and also 
includes std::expected to 

avoid Exceptions ! 

C++  Strings



Modern C++ standard 
provides new ways to cast 

strings to numbers (and also 
includes std::expected to 

avoid Exceptions ! 

C++  Strings



Split lines into words
(Still Strings)



Boost Library offers an easy 
interface to split text into lines 

and lines into words

boost/algorithm/string

C++  Strings

https://www.boost.org/doc/libs/1_62_0/doc/html/string_algo/usage.html


Boost Library offers good 
string functionality

boost/algorithm/string

C++  Strings

We will be able to check if the 
line is a comment (starts with 
#), and to separate key=value 

lines (no spaces)

https://www.boost.org/doc/libs/1_62_0/doc/html/string_algo/usage.html


REGULAR 
EXPRESSIONS

(Still Strings)



Boost Library and STL 
offer support for regular 

expressions.

C++  Strings

std::regex_match 
(warning: a few regex 

commands may require 
double \\ - example \\d 

for digits)



Boost Library and 
STL offer support for 
regular expressions

C++  Strings

need double \\

need double \\ 
because \d \t \n has a 

special meaning



IO



Old C++ adopts 
streams for both 
input and output

C++23 add the 
command print() that 
has Python-style API 

for formatting

C++  IO



Printing bool with 
streams requires an 
extra flag; otherwise 

streams print an 
integer

Alignment specifier 
is a cool feature of 

fmt::print()

C++  IO



streams allow the control of 
alignment (but not centering)
Scientific notation in streams 

vs. fmt::print()
Print has more compact 
notation than streams.

C++  IO



streams additional 
manipulators: 

std::showpoint / 
std::noshowpoint

std::noshowpoint hides 
the dot on integers (3125 

vs 3125.000)

C++  IO



streams additional 
manipulators:                

std:: uppercase /           
std:: nouppercase;

std::showbase /            
std:: noshowbase and 

std::hex / std::dec

C++  IO



How to print the 
elements of a 

container (vector, 
list, tuple)?
FMT library 

allows you to print 
vectors in colors

C++  IO



How to print 
elements of a 

container?

Big difference if 
(1) memory is 

(non) contiguous 
or (2) the container 

is iterable 

C++  IO



Homework I
• Given std::string s = "Hello, World!", write three 

lambdas: to_upper, to_lower, and to_title (capitalize the 
first letter of each word, lowercase the rest). Print the 
result using both std::cout and fmt::println to practice 
both styles.

Hints:
• The C standard library provides std::toupper(int) and std::tolower(int) in 

<cctype>. These work on single characters and return an int. 
• std::ranges::transform applies a function to every element of a range and 

writes the results to a destination.

• For to_title, you'll need a bool flag to track whether the next character starts a 
new word. Capture it with l-value reference. A space means the next letter 
should be uppercase.

• Each lambda should take a std::string by value (not reference).



Homework II
(1) Using std::ranges::copy, std::ranges::views::transform and 

std::back_inserter, write a C++ program that converts std::string 
original = "Vivian Miranda" to VIVIAN MIRANDA.

(2) Now answer (1) using STL algorithm transform but not STL ranges!
(3) Using C++ 23 std::views::chunk_by, write a C++23 program that 

groups adjacent chars in the following vector.
std::vector<char> chars = {'a', 'a', 'b', 'b', 'b', 'a', 'a', 'c’};

(4) Using std::views::reverse and std::ranges::copy and 
std::back_inserter, reverse the string (std::string original = "Vivian 
Miranda”). Now use std::reverse but not ranges!



Homework III
Given std::string s = "PHY504 C++ course is awesome";, write two 
lambdas that count the number of words in a string:
• Write a lambda that counts the number of space characters using 

std::ranges::count(str, ' ') and adds 1. Handle the edge case of an 
empty string (which has 0 words, not 1).

•  Write a lambda that uses std::istringstream and the >> operator in a 
loop to extract and count words. The >> operator automatically skips 
whitespace. You'll need #include <sstream>.

Hints:
• Both lambdas should take a const l-value reference to avoid a copy.
• Approach A is simpler but fragile. Think about what happens with 

double spaces, leading spaces, or trailing spaces.



Homework IV
Given vector<string> v1{"PHY504", "", "C++", "", "course", "is", 
"awesome"}, use std::views::filter with a lambda to remove the empty 
strings, then std::views::transform with a lambda to append "!" to each 
remaining word. Materialize the result into a new vector<string> using 
std::ranges::to.

Hints:
• std::views::filter takes a lambda that returns true for elements you 

want to keep. An empty string has .empty() == true.

• std::views::transform takes a lambda that modifies each element. To 
append, remember the + operator on std::string concatenates.

• Both views are lazy, so nothing happens until you materialize with 
std::ranges::to or iterate.

• Pipe them together
• Use using namespace std::string_literals; if you want the "!"s suffix



Homework V
Given std::string s = "PHY504 C++ course has 6 students", write four 
lambdas that count: (1) non-space characters, (2) vowels,  (3) consonants, 
and (4) digit_count. Each lambda should take a string by l-value reference 
and return the count. Print a report using fmt::println with aligned 
columns. Look up the < and > alignment specifiers in fmt: for example 
{:<15} left-aligns in a 15-character field.

Hints:
• Use std::ranges::count_if for each counter. It walks through the range 

and counts how many elements make the predicate return true.

• The <cctype> header provides useful character classification functions 
like std::isalpha, std::isdigit, std::tolower. Think about which ones 
you need for each counter.

• Be careful with vowels vs consonants: a consonant is not simply 
"everything that isn't a vowel." What about digits, spaces, and 
punctuation?



Homework VI
Given std::vector<std::string> names{"Vivian", "Vania", "Gilberto", "Isabella"}, 
sort the vector three different ways using lambdas as comparators:

1.  Alphabetically, case-insensitive (so "Gilberto" comes before "Isabella").

2. By length, shortest first (so "Vania" comes before "Gilberto").

3. By number of vowels, most vowels first (so "Isabella" comes before "Vania").

For each sort, print the result with fmt::join.

Hints:

• Use std::ranges::sort.

• For case-insensitive sorting, you need to compare lowercase versions of both strings

• For sorting by vowel count, write a separate lambda that counts vowels (from 
previous HW).

• Important: std::ranges::sort modifies the vector in place. If you want to show all 
three sorts, make a copy of the original vector before each sort: auto v = names;.

• Think about tie-breaking: when two strings have the same length or same vowel 
count, std::ranges::sort is free to put them in any order.



Homework VII
(1) C++ offers string_view, allowing users to get a reference (without 

copy) of a substring of long strings. Complete this code (replace 
XXX) and then run it and check the difference in runtime



An input file is a file where users change the options of the code
HW VIII

(1) With boost::iequals and boost::lexical_cast write the template func. 

template<typename T> T convert_string (std::string s)

that converts all these options from string to double or int. Research a bit 
(using AI, a book, or Google) about template functions. The variable 
should be defined as T result

bool convert_string (std::string s) 

(2) If boost::lexical_cast fails, it throws boost::bad_lexical_cast 
exception. Catch this exception and exit the program with the message 
“Game Over” when this exception is thrown.



An input file is a file where users change the options of the code

HW IX

Using boost::iequals and boost::lexical_cast write a 
function that converts all these options about how to 

write a bool into a C++ bool type

template<> bool convert_string (std::string s)

This is known as template specialization 



We learned how to read a multiline string and split it into words
(1) Read the file Hamlet we used in Bash using C++ std::ifstream. This can 

be a formatted read.
(2) The std::ifstream has a few nice member functions .seekg(), .tellg(), and 

.read() that, together with the flags std::ios::beg and std::ios::end, allow 
you to read the entire file into a single string. Do that! 

(3) Using the Boost string library, break the string into lines and words. All 
words must be saved in the vector std::vector<std::string> allWords

(4) Create the following vector to store unique words and their counts.
std::vector<std::pair<std::string,int>> uniqueWords

In the pair <string, int>, the integer will save the frequency of each word. 
Write a loop that populates the STL vector uniqueWords.
(5) Using an STL algorithm, sort the unique words in ascending order of 
frequency. That means more frequent words will appear last.
(6) Count how many unique words were used in Hamlet. Print them all

Homework X (not going to be on exam)



We learned how to read a multiline string and split it into words. In 
input files, lines that start with “#” deliminate comments lines

(1)Using boost::starts_with, adapt the code you made to read a file 
by line/words (the ½ half of the code you created in HWIII)

(2)We want to adapt HWIII to read input lines. In these files, we 
want to read key = value, or key == value, or key==value. The 
regular expression that detects the presence of the equality sign is 
(=+). So, adapt the code you use to answer (1), with boost::regex 
and boost::regex_match, only to read lines containing at least 
one = sign.

Homework XI (not going to be on exam)



1. One common mistake users make on input files is to forget to add 
the value, i.e., they write “key= ”  and then nothing. Using 
boost::regex, and boost::regex_match adapt the code you wrote 
to read input files to correct such mistakes 

2. One common mistake users make on input lines is adding , or ; at 
the end of the line. The regex (;+) and (,+) could detect them. 
Using boost::regex, and boost::erase_regex adapt the code you 
wrote to read input files to correct such mistakes

3. Now, we must erase the equal sign before saving the key and 
value. Using boost::regex, and boost::erase_regex adapt the 
code you wrote to read input files to erase the equal sign.

Homework XI (continuation of HW X)


